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Abstract

Standard operation of autonomous vehicles on public 
roads results in significant exposure to high levels of 
risk. There is a significant need to develop metrics 

that evaluate safety of an automated system without reliance 
on the rate of vehicle accidents and fatalities compared to 
the number of miles driven; a proactive rather than a reactive 
metric is needed. Resilience engineering is a new paradigm 
for safety management that focuses on evaluating complex 
systems and their interaction with the environment. This 
paper presents the overall methodology of resilience engi-
neering and the resilience assessment grid (RAG) as an 
evaluation tool to measure autonomous systems’ resilience. 
This assessment tool was used to evaluate the ability to 
respond to the system. A Pure Pursuit controller was 

developed and utilized as the path tracking control algo-
rithm, and the Carla simulator was used to implement the 
algorithm and develop the testing environment for this 
methodology. The path tracking control algorithm was tested 
at different speeds and evaluated using RAG. Simulation 
results show that at higher speeds the vehicle demonstrated 
lower overall resilience and tells us the algorithm is less 
susceptible to overcome disturbances. We conclude that this 
metric can be successfully used to proactively evaluate the 
safety of automated vehicle subsystems or the system’s 
overall performance and demonstrates a clear path to 
improve performance. In future work, we plan on expanding 
our evaluation to include commercially available products 
such as SuperCruise, BlueCruise, and the Full Self-Driving 
product and sensor fusion algorithms.

Introduction

An autonomous vehicle (AV) is a system capable of 
navigating through different driving environments 
and making decisions with no human input [1]. 

Autonomous vehicles are expected to reduce the number of 
road fatalities and provide transportation for the elderly and 
people with disabilities. AVs have the potential to reduce traffic 
congestions, increase safety, and provide mobility for all. 
However, this requires advances in many aspects of vehicle 
autonomy, ranging from vehicle design to control, perception, 
planning, coordination, and human interaction [2].

Vehicle safety continues to plague automotive transporta-
tion, where at least 90% of car accidents are due to human 
error [3, 4]; therefore, by removing humans from controlling 
a vehicle, it is expected that we can save hundreds of lives 
annually. Even though this technology possesses a great 
potential to improve ground transportation, society’s accep-
tance may decrease due to all the risks associated with 

autonomous vehicles [5]. Nowadays, research is guided to 
making AV’s safer due to the liability issues in the past few 
years [6]. Much research has been done to improve the safety 
of AVs when making decisions and to better predict the risk 
associated with a maneuver in certain situations. However, 
there is no metric that assesses the performance of the autono-
mous system. Currently, the fatality rate per mile traveled is 
the metric to define how “safe” our system is. This metric can 
be considered reactive since it evaluates the performance of 
the autonomous system after the event has occurred. During 
operation, the system may have failed and not caused an 
accident or disengagement. In systems engineering, an 
accident is a chain of events or incidents that result in an 
accident. Therefore, the system may have failed or exceeded 
the safety boundaries in a particular subsystem but not caused 
an accident. This is a problem because as automation tech-
nology continues to become publicly available, there are 
systems that are fundamentally unsafe that will only 
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be revealed as such when the number of reported accidents 
continues to increase. Therefore, this metric cannot be used 
to measure the performance of an autonomous system.

Resilience engineering (RE) is an emerging topic of 
systems engineering related to safety management. RE can 
improve AV’s operation and development due to its ability to 
overcome limitations of existing safety management 
strategies [7].

RE provides techniques for improving the operational 
resilience of complicated systems. From a systemic view, resil-
ience is the intrinsic ability of a system to adjust its functioning 
prior to, during, or following changes and disturbances to the 
system while sustaining required operations under both 
expected and unexpected conditions. It is the only aspect of 
systems engineering to address this issue and thus the only 
aspect to evaluate and improve overall AV performance. 
Aspects that compose resilience engineering include soft 
redundancy, functional diversity, and control at instability. 
The resilience engineering community widely recognizes AVs 
as an exciting application, but the only studies currently 
existing are too limited in scope; they model AV effects on 
traffic rather than the AV system’s performance [8, 9]. This is 
because the engineering required to develop all driving 
aspects for an AV is highly interdisciplinary, specialized, and 
a new skill set within the academic community [10].

RE, a subset of systems engineering, provides unique 
performance evaluation methods and techniques for improve-
ment, but it has not been applied at the foundational level of 
AV engineering, despite the recognized benefits [7, 8]. 
Significant development is required to inform and utilize 
resilience metrics and convert the established principles that 
achieve resilience for this specific and highly complex applica-
tion. Current research investigating AV operation is focused 
on safety reliability through either a rigorous understanding 
of end-to-end neural network construction and error outputs 
[11, 12] or a re-incorporation of subsystems and traditional 
control theory [13, 14]. Research in this field is currently able 
to demonstrate general autonomous control, but robust opera-
tion for safety reliability and safety certification remains out 
of reach [15, 16]. To enable robust AV operation, there is a 
significant need for interdisciplinary research applied using 
systems engineering. RE has four pillars (monitoring, antici-
pating, learning and responding) that allows the user to 
measure these abilities of the system. These four concepts can 
be applied using system engineering and can be assessed using 
the resilience assessment grid (RAG) to evaluate the perfor-
mance of an autonomous system.

There are studies in the literature detailing techniques to 
improve resilience for general engineering systems [17, 18] but 
improvements related to AV subsystems are nonexistent. 
Although RE and RAG have been developed they have not 
been applied to autonomous driving, leaving a research gap. 
There is a critical need for pairing systems engineering theory 
(specifically RE theory, which is a blueprint to realize safety 
improvements) with the details and specific algorithms of AV 
subsystems to develop new AV safety improvement techniques.

This paper addresses this research gap by providing a 
method to evaluate the operational resilience of autonomous 
vehicles using RE metrics. A pure pursuit controller was devel-
oped and tested in the Carla simulator. The resilience of the 

autonomous system was assessed using RE metrics by 
measuring the resistance and recovery of the path tracking 
controller. Resistance and recovery are properties or tasks that 
conform part of the system’s ability to respond to distur-
bances. Therefore, RAG is used to show how these properties 
change as the speed increases.

Methodology
To measure the ability to respond to the system, the pure 
pursuit controller was developed and tested on the Carla simu-
lator at different speeds. The derivation of the controller and 
a brief overview of the simulator and its capabilities are 
presented in the following section. Then the overall method-
ology of resilience engineering and the concept of resistance 
and recovery are shown. Finally, the implementation of our 
analysis and the RE metrics are defined.

Pure Pursuit Controller
Pure pursuit is a geometric path tracking lateral controller 
used to control the vehicle and follow a given trajectory [19]. 
This lateral controller minimizes the heading error between 
the direction the vehicle is heading and the target waypoint. 
The center of the rear axle is used as its reference point in order 
to find the heading error. Figure 1 shows the geometry of the 
pure pursuit controller.

The pure pursuit uses a look-ahead distance (Ld) to find 
the target waypoint and compute heading error (α). Using the 
instantaneous center of rotation (ICR) of the vehicle and 
assuming a kinematic bicycle model the steering wheel angle 
can be computed by the following equation.
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2Lsin
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 (1)

Where L is the wheelbase, α is the heading error, Ld is the 
look-ahead distance and δ is the steering angle. In many cases, 
the look-ahead distance can be dynamically varied as the 
vehicle’s speed changes by the following equality.

 L Kvd =  (2)

 FIGURE 1  geometry of pure pursuit controller.
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where K is constant and v is the vehicle’s velocity. The K 
gain has to be tuned to obtain a good path tracking perfor-
mance. If the look-ahead distance is very large the vehicle cuts 
corners and if it is very small it oscillates due to small changes 
in heading error. Therefore, Equation 1 can be rewritten as
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 (3)

Carla Simulation Software
Carla is an open source simulator developed for training, 
validating, and testing algorithms for AV systems. It provides 
a simulation environment with a wide range of sensor speci-
fications, environment conditions, vehicles, etc. It allows the 
user the ability to create customizable environments for 
testing and validating autonomous/ADAS driving behaviors. 
Scenarios like computer vision testing in adverse weather 
conditions or path planning while sharing the road with 
aggressive road users can be simulated [20]. This is an impor-
tant stage before deploying AVs to real-world scenarios.

Carla gives the user the flexibility to develop neural 
networks using simulated data and can be tested in the real 
world. This increases the AV development rapidly and is cost-
effective since infrastructures used for testing and validation 
are costly and time-consuming [21]. The Carla simulator has 
been used for the development and validation of ADAS 
perception applications and training neural networks for lidar 
object detection [22, 23]. Training neural networks for lidar 
object detection requires a huge amount of data, plus the data 
collection and labeling is very time consuming. Simulation 
software minimizes the data collection process for training 
neural networks and allows the user to test functionalities 
under certain conditions easier; for example, computer vision 
in certain lighting conditions.

The Carla simulator also provides us with the ability to 
evaluate autonomous/ADAS driving scenarios and decision 
making behaviors before testing it in the real-world or 
launching it to the market [24]. Also, studies have been carried 
out testing path tracking controllers and using YOLO v3 for 
object detection using the front camera for obstacle avoidance 
[25]. This validation process leads to the development of safer 
ADAS products.

Other simulators such as Baidu Apollo and Autoware also 
have functionalities to test AV algorithms but require more 
hardware or software configurations to adapt their platform 
to the user’s application [26, 27]. Therefore, we used Carla as 
the autonomous vehicle platform for our analysis.

Resilience Engineering
Resilience engineering is a paradigm for safety management 
that focuses on complex socio-technical systems [28]. In the 
past, safety concerns have been driven by events that have 
happened [7]. RE improves safety systems by considering 
safety to be proactive.

The concept of resilience engineering has been adopted 
in safety management as a new tool for proactive safety. 
Resilience refers to managing unexpected changes and 

succeeding when the organization (or system) is under 
pressure [29]. The keystones representing the resilience of a 
system are: responding, monitoring, anticipating, and 
learning [7].

A resilient system must monitor the system’s state and 
change its boundaries when drifting towards unsafe actions. 
Managing the decision-making process when having the goals 
and priorities well defined are key for a resilient system 
[30, 31]. RE improves a system’s performance by correlating 
performance and safety instead of treating them as mutually 
exclusive. Even though RE has the potential to improve safety 
risks by improving safety performance, safety is more complex 
than just a methodology to improve safety. RE has been 
applied as a safety management tool in several domains and 
successfully improved their performance. These domains 
include aviation, healthcare, petrochemical plants, manufac-
turing, railways, and construction [32].

Resilience Engineering has referred to resilience as how 
the system performs, not an attribute that a system possesses. 
Therefore, a system cannot be resilient but it can have the 
potential for resilient performance. Safety I  focuses on 
preventing adverse conditions that might disrupt the system, 
but sometimes these conditions come with necessary adjust-
ments the system needs to enhance its performance. That is 
when Safety II arises. RE is considered a methodology under 
Safety II, which focuses on strengthening its ability to succeed 
during varying conditions [33].

Resilience Evaluation
Studies in the literature detailing techniques to evaluate resil-
ience for general engineering systems [17, 18], but evaluation 
applications related to AVs are limited [34]. It is our under-
standing that currently, there is no overlap between systems 
engineering skill sets and AV engineering skill sets, resulting 
in AV RE studies that do not incorporate any perception or 
planning subsystem details [12, 35]. We are not aware of any 
existing RE evaluation of AVs that uses subsystem-level and 
algorithm-level analysis of the technical engineering detail 
that comprises these complicated systems.

Using the Carla simulator and the RE metrics that will 
be described in this section, allows the operational resilience 
to be evaluated using simulated inputs. Subjecting the AV 
system to a variety of driving environments and driving 
conditions allows quantification of RE metrics, including 
“resistance” and “recovery.” Because the rate of vehicle acci-
dents and fatalities is relatively low compared to the number 
of miles driven, these metrics cannot be purely based on crash/
accident scenarios. Instead, “resistance” will be calculated as 
the deviation from optimal trajectory, and “recovery” will 
be calculated by measuring the return time to optimal trajectory.

The method of measuring resilience based on robustness, 
rapidity, redundancy and resourcefulness, is also called the 
resilience triangle [17]. The resilience triangle tells us how the 
system’s functionality is affected when an event occurs, and 
the ability of the system to respond after the event has 
occurred. Figure 2 shows the resilience triangle and the 
comparison between a system with low and high resilience 
performance. As you can see, the deviation is the magnitude 
(positive or negative) from the nominal condition of the 
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system. While recovery is the speed at which the system 
returns to its nominal conditions after the event has occurred. 
In this study, resistance (robustness) and recovery (rapidity) 
are used as resilience metrics applied to AVs.

These are relevant and important real-world metrics since 
these are the scenarios that cause accidents, although they do 
not result in accidents at every occurrence. A failed recovery 
is possible if the AV system response is determined to have 
resulted in contact with another object or deviation from the 
drivable path. A system with resilient performance can 
respond to an event to avoid major consequences and recover 
from mishaps when an incident occurs. Another important 
RE metric is the resilient assessment grid, which measures the 
system’s performance across the four abilities or keystones of 
RE. However, for this study, we will focus on the ability to 
respond of the system to demonstrate the concept and imple-
mentation of this metric. This evaluation metric will 
be described in the following subsection.

Resilience Assessment Grid
The resilience assessment grid (RAG) is a tool used to measure 
how well a system performs on the four abilities that a system 
with a resilient performance should have [36]. RAG achieves 
this by asking several questions to determine how well the 
system is performing in that ability. These four abilities are:

 • Ability to respond: A system must be able to notice 
when a change has occurred and address it efficiently.

 • Ability to monitor: A system should be able to monitor 
its own performance and perceive changes outside the 
system that can potentially become an opportunity or 
a threat.

 • Ability to learn: This ability provides the system with 
the means to learn from events that have caused 
accidents and others that could have potentially 
disrupted the system.

 • Ability to anticipate: The purpose of this ability is to 
anticipate potential threats and opportunities for 
the system.

Each ability is measured using a set of detailed issues 
related to the tasks it should perform. For example, if a system 

has the ability to respond, it should do it both timely and 
effectively. Hence, some of the detailed issues could be speed, 
duration, and if all the events were addressed, etc. Each 
detailed issue related to the proper ability is rated using a 
Likert-type scale or another custom scale. In this study, a 1-10 
scale is proposed since it provides a quantifiable rating. A 
radar chart is constructed with the detailed issue and its 
rating. RAG is repeated multiple times to observe how the 
ability of the system evolves after a certain period of time. 
Figure 3 shows an example of the ability to learn of a system 
measured using RAG.

Implementation
To perform path tracking we first collected the waypoints by 
subscribing to the GPS topic and driving the vehicle manually 
in Town03 of the Carla simulator. The ego vehicle was config-
ured to spawn at the start position and the ackermann control 
package was used in order to publish steering angle commands 
to the vehicle. The pure pursuit controller was used to navigate 
the reference path at 5, 6, 7 and 8 m/s. For clarity we will refer 
to them as Test No. 1, 2, 3 and 4, respectively. To evaluate the 
resilience of the path tracking algorithm offline, the ego vehi-
cle’s position, target waypoint position and steering angle were 
collected during runtime. Figure 4 shows the reference path 
used for our analysis.

To measure the ability of a system using RAG, the vari-
ables of interest (which we will call detailed issue or task) must 

 FIGURE 3  Resilience assessment grid model [36].

 
 FIGURE 4  Reference path for path tracking algorithm.

 

 FIGURE 2  Resilience triangle.
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first be defined. Our variables of interest to measure the ability 
to respond to the system are: deviations from nominal condi-
tions (cross-track error), recovery and control effort. The resis-
tance of the system was also determined but it was not 
presented using RAG. The resistance tells us how susceptible 
the system is to external disturbances, the recovery provides 
us with information about the system’s response speed, the 
cross-track error tells us how well the system followed the 
reference path, and the control effort provides information 
about the system’s response. If the control effort is low it means 
that the system responds smoothly and vice versa. The resis-
tance of the system can be seen as the ability to prevent any 
deviation from the nominal trajectory and the recovery as the 
return time to go back to the nominal trajectory.

To broaden the definition of “resistance” to the field of 
AVs, resistance is the inverse of the variance of the cross-track 
error at each time step. The cross-track error is the lateral 
deviation of the vehicle from the reference trajectory. By defi-
nition, the variance is the average of the squared differences 
from the mean. If the lateral controller is performing well its 
mean should be approximately zero; therefore, the variance 
of the cross-track error throughout the whole simulation 
should tell us the average to which each point differs from the 
mean. Hence, the larger the resistance, means less deviations 
from the nominal condition. We can compute the resistance 
of the controller with the following equation,

 Resistance � 1

�
 (4)

Where Θ is defined as,

 � �
�� �

�� i

N

x

N
1
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ε

 (5)

Θ gives us the squared error of all x values with respect 
to the nominal condition ϵ.

Furthermore, the recovery of the system is the return time 
to go back to the nominal condition after a disturbance. 
We consider the disturbance as the curvature of the road and 
the cross-track error as the deviation from the nominal condi-
tion. Hence, since the cross-track error (deviation) can 
be extremely small and never equal zero, we used a threshold 
of 5cm (0.05m). If the system exceeds this threshold, we take 
the initial time (tevent). Similarly, after the system returns to its 
nominal condition (within the threshold –0.05m ≤ x ≤ 0.05m) 
we take the time post-event (tpost-nominal). Figure 2, shows a 
graphical representation of this behavior. Where the return 
time is computed by getting Δt between point A and C as

 Return time t tpost nominal event � ��  (6)

In control systems, control effort is the amount of energy 
used by the controller. The integral of the steering angle 
throughout the simulation provides us with a metric of the 
effort made by the controller to perform the given task.

 Control effort t dt

T

 � � ��
0

�  (7)

The ability to respond of the vehicle was measured using 
RAG to compare the performance of the path tracking 

algorithm at different speeds. The variables of interest were 
used to create the radar chart used in RAG. RAG is usually 
repeated several times under the same conditions to evaluate 
the evolution of the system’s ability. However, for this applica-
tion we believe that there will not be a significant change in 
the ability to respond in a given time. Therefore, we vary the 
speed to observe how the ability to respond evolves as the 
speed increases. For this study we kept the speed below 8m/s 
due to the radius of curvature of the curves.

To create a standard of measurement between the three 
variables of interest, we developed a scale of 1-10. The scale 
determines the performance of the task, 1 being a low perfor-
mance and 10 being a high performance. The scale was deter-
mined based on a RAG score calculated by the 
following equation,

 RAG score
z x

z x
� �

� �
� �

�

�
��

�

�
��10 1·

max

�  (8)

Where z(x) is the z-score of all the data points and it is 
computed by the following equation

 z x
x x� � � �
�

 (9)

Where σ is the standard deviation, x  is the average and 
x is the observed value. The z-score tells us how many standard 
deviations the value x is from the average of the data. However, 
since the average does not tell us how well the system is 
performing in many cases, we use ϵ as the nominal condition. 
For example, a system with a poor performance, an average 
error of 1 and small deviations from the average can obtain 
a low z-score and therefore a high RAG score. However, our 
goal is to zero the error. Therefore, the average does not tell 
us if the system meets our specifications. Hence, we use ϵ as 
the nominal condition to determine the z-score of the data. 
Also, since we are not interested in knowing whether the 
observation point is to the right or left of the nominal condi-
tion, we get the absolute value of the numerator. Similarly, the 
standard deviation of the data tells us how close the x value 
is to the average. However, as we  already explained, the 
average does not necessarily tell us how well our system 
performs. Instead, we want to observe the deviation of each 
x value with respect to the nominal condition. Therefore, 
we use the root squared of Θ to determine the spread of each 
x value from the nominal condition. Nevertheless, the z-score 
will be higher if the spread Θ  is small. Therefore, the root 
square of Θ is shifted to the numerator. So the Equation 
9 becomes

 z x x� � � �ε · � (10)

In Equation 8, we see the average z-score (zμ) of each test 
was divided by the maximum z-score (zmax) of all the tests. 
This is because if we use the zmax of each test and the data has 
a low standard deviation then for each deviation we will obtain 
a relatively high z-score. On the other hand, if we consider the 
zmax of all the tests, the ratio zμ/zmax will give us the relation 
between the average z-score of a test with respect to the test 
with highest z-score. If the z-score is very low, it means that 
it is closer to the nominal condition. This ratio will give us a 
number between 0 and 1; hence, by subtracting one and multi-
plying by 10 we get the RAG score for that specific task.
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Results
The pure pursuit controller was developed and tested on the 
Carla simulator at different speeds to evaluate the perfor-
mance of the controller and observe how the ability to respond 
varies as the speed increases. The simulation results indicate 
that as speed increases, the vehicle’s ability to respond 
decreases with many changes in the curvature of the road. 
This can be seen by comparing the resistance and recovery of 
the system from the nominal condition in all the tests 
carried out.

Figure 5 shows the deviations of the system throughout 
the entire trajectory. As you can see, the deviations increased 
as the speed increased. Despite having used a lookahead 
distance that varies with speed, at higher speeds the system 
was unable to react in advance to the curvature of the road, 
and therefore the error increased during cornering. This could 
also have been the result of the speed exceeding the critical 
speed for certain curves.

Table 1 shows a summary of the results obtained from 
the resilience analysis. The Test with the highest resistance 
indicates that it had a better track performance since it 
deviated less from the nominal condition. Test 4 obtained the 
lowest resistance of all tests despite having obtained the lowest 
average cross-track error. This is because Test No. 4 has more 
deviations from the nominal condition. Figure 5 shows how 
Test No. 4 has a deviation of 1 meter in the last curve of the 
reference trajectory. In contrast, Test No. 1 obtained the 
highest resistance and has a maximum deviation of approxi-
mately 0.45 meters. Looking at the squared deviation of all 
the tests in Table 1, we see how the squared deviation of each 
Test increases as the speed increases. This tells us that the 
system with a larger squared deviation is less resistant or 
susceptible to many changes in the road’s curvature as the 
speed increases.

Figure 6 shows the return time versus the number of times 
the system deviated from nominal conditions. As the speed increases the system deviates more from the nominal condi-

tions, which means a less comfortable ride or instability. This 
could be a bit contradictory because this means Test No. 4 had 
a less comfortable ride; nevertheless, it obtained the least 
control effort (which means a smoother ride due to less effort 
by the controller). However, if we look at the time of all the 
tests in Figure 5, the test with the highest speed finished faster. 
Therefore, since the control effort is the sum of the steering 
angle throughout the entire trajectory, the test with the highest 
speed will have a lower control effort due to less error accu-
mulation. This can also be seen by comparing the number of 
samples from Test No. 1 and 4. Test No. 1 has 3183 samples 
while Test No. 4 has 2062 samples. This gives a difference of 
1121 samples. Multiplying this difference by the sample time 
and the average steering angle between both tests, we see there 
is an addition of approximately 0.34 radians of steering angle 
to Test No. 1 from those extra samples. Therefore, comparing 
two different systems traveling at different speeds by just 
looking at the control effort doesn’t necessarily mean the 
system with less control effort is the one with a smoother ride.

Using RAG, we measure the responsiveness of the system 
under 4 different speeds to observe how the system changes 
in each task. The RAG score for the cross-track error, recovery 

 FIGURE 5  cross-track of pure pursuit controller as 
speed increases.

 

TABLE 1 Results summary of pure pursuit.

Test/ Parameter
Test No.1: 
5m/s

Test No.2 
6m/s

Test No.3 
7m/s

Test No.4 
8m/s

Avg cross-track 
error (m)

0.01059 0.01052 0.01010 0.006338

cross-track 
error standard 
dev (m)

0.088 0.098 0.117 0.151

Resistance (m-1) 11.398 10.293 8.626 6.664

Average return 
time (s)

1.5645 1.425 1.3018 1.1991

control effort 
(rad)

1.2150 1.089 0.9530 0.8774

 

 FIGURE 6  Return time vs K number of deviations of pure 
pursuit controller.
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and control effort of the system were determined using 
Equation 8 and compared using a radar chart. The nominal 
condition ϵ used in Equation 10 to compute the z-score for 
the cross-track error, recovery, and control effort were 0, 1.5, 
and 0, respectively. These nominal conditions were chosen 
assuming that we want the system score that best minimizes 
the cross-track error, has less control effort, and takes approxi-
mately 1.5 seconds to return to the nominal condition after 
an event has occurred. Figure 7 shows the radar chart devel-
oped using RAG. As you can see, the performance of the 
system in the recovery task and the control effort increase as 
the speed decreases. This is because there are fewer deviations 
when cornering and the system performs less effort to 
minimize cross-track error throughout the simulation.

The scores were very close and the difference in the radar 
chart cannot be clearly appreciated so we summarize the 
results in Table 2.

In Table 2 we see how the RAG score for the cross-track 
error increases as the speed decreases. This agrees with the 
resistance results obtained for each test. The system with the 
lowest speed had the highest resistance and the highest RAG 
score. This indicates a better track performance and better 
response to changes in the curvature of the road.

The results of the control effort from the RAG chart 
contradict those shown in Table 1. As we explained previ-
ously, Table 1 indicates that the test with the lowest speed had 
the worst performance in terms of control effort. However, 
the RAG score indicates that the test with the lowest speed 
obtained a higher score (better performance). This is because 
the RAG score is independent of time, and therefore the accu-
mulation of error is not reflected in the system’s performance 

score. The same goes for the recovery. Table 1 shows that Test 
No. 4 obtained a lower average return time; hence, it must 
respond faster. However, since the average is divided by the 
total number of samples, the average return time is affected 
by the number of times the system deviates from the nominal 
condition, which does not mean the test with the lowest 
average return time performed better. The RAG score tells us 
that Test No. 3 obtained a better recovery since it obtained 
the smallest deviations and was closer to the nominal condition.

The performance of the system in a giving task depends 
on the nominal condition defined by the user. The RAG score 
tells us how the system performs in a task with respect to the 
nominal condition. Using the RAG score might sound coun-
terintuitive because it might be tempting to look at the average 
return time and see which is closer to the nominal condition. 
However, the RAG score also considers the sum of all devia-
tions of the system. Hence, the system with the highest score 
is closer to the nominal condition and with the smallest devia-
tions. Figure 8 illustrates the effect of the RAG score with 
different nominal conditions for the recovery task.

Using the RAG score is not as intuitive as it sounds. Figure 
8 shows how varying the nominal condition affects the RAG 
score for the recovery task. Although the system has more 
deviations as the speed increases, the recovery speed of the 
system increases as the nominal condition approaches zero. 
This is not a realistic case because the system recovery will 
never be zero. This is only to show that selecting the nominal 
condition is crucial to obtaining a reliable RAG score. In this 
study, the nominal condition for recovery was unknown, but 
1.5 seconds was assumed as the data oscillated around 
this point.

Conclusions
AVs are complex systems that are exposed to a variable envi-
ronment and a high level of risk. For years, the evaluation 
metric of these systems has been the rate of fatalities versus 
the number of miles traveled. This metric cannot be used 
because it only tells us about the performance of the system’s 

 FIGURE 7  RAg evaluation for the ability to respond tasks.

 

TABLE 2 RAg results summary.

Speed/
Task

Score
5m/s 6m/s 7m/s 8m/s

Recovery 7.8563 7.9688 8.0894 8.0798

cross-track 
error

9.760 9.708 9.601 9.354

control 
effort

9.9736 9.9726 9.9733 9.9729

 

 FIGURE 8  Effect of RAg score when varying nominal 
condition for the recovery task.
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internal processes or subsystems. A subsystem could have 
failed or exceeded its safety boundary limits and not have 
caused an accident. Also, as technology advances and autono-
mous vehicles become public to society, unsafe systems will 
come to light as accident reports emerge. Making it a reactive 
metric rather than a proactive one. A proactive evaluation 
metric is needed for autonomous resilient operation.

This paper presents the overall methodology of resilience 
engineering and the resilience assessment grid (RAG) as an 
evaluation tool to measure autonomous systems’ resilience. 
This evaluation tool measures the system’s ability in the four 
pillars of resilience engineering: respond, learn, monitor, and 
anticipate. For this study RAG was used to evaluate the ability 
to respond to a pure pursuit controller while varying the 
speed. The tasks used to measure the ability to respond were: 
recovery, resistance, cross-track error, and control effort. The 
controller was developed and implemented in the Carla simu-
lator to test the controller’s functionality to follow a 
reference path.

The simulation results indicate that the system’s ability 
to respond decreases as the speed increases. The Test with the 
lowest speed obtained a higher resistance and RAG score for 
the control effort and cross-track error, which indicates better 
track performance, less effort by the controller, and better 
response to changes in the road’s curvature. Nevertheless, 
Test No. 3 obtained the highest RAG score in the recovery 
task due to smaller deviations from the nominal condition. 
RAG is a robust evaluation tool that can be used to measure 
operational resilience if the nominal condition of the system 
is known.

Although the metric proposed in this paper is applied 
to a simple path tracking controller, the concept can 
be extended to another subsystem. Broadening this concept 
to other subsystems requires a high level of expertise and 
interdisciplinary research to define the variable interests used 
in RAG. The resilient evaluation tools presented in this paper 
highlight in which areas the system has lower performance. 
Resilience engineering aspects such as soft redundancy, func-
tional diversity, and control at instability can then be applied 
to improve system safety. The surprising result is that 
although the product appears to be functioning well enough 
on the surface, resilience engineering has demonstrated a 
clear and actionable path to improve performance and thus 
minimize crashes if this system were to go into 
commercial production.

Future work includes evaluating the resilience of sensor 
fusion algorithms and measuring the operational resilience 
of products such as SuperCruise, BlueCruise, and the Full 
Self-Driving product.
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